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Introduction


There is a certain irony in the fact that the URL www.trustworthycomputing.com forwards to a Google search result regarding security and privacy flaws within Microsoft products [1, 2].  Microsoft, of course, has been the main proponent of pushing the concept of “Trustworthy Computing” in the information market since Bill Gates’ infamous executive email from 2002 that outlined the framework for the company’s new push towards developing a secure computing environment [3].  


How Trustworthy Computing will be ultimately achieved has yet to be seen.  While some vendors are developing their own proprietary solutions, many build their strategies based on the specifications provided by the industry standards body Trusted Computing Group (TCG).  TCG’s membership includes nearly all the major proprietary companies in the computer industry including hardware developers like Intel and AMD, computer manufacturers Dell and Hewlett Packard, software companies like Microsoft and Symantec.  More notable than TCG’s members are its non-members.  Sans Sun Microsystems, there are no major open source-based companies on TCG’s membership list [4]. 

This paper critically analyzes current Trustworthy Computing initiatives, and considers Trustworthy Computing in open source space to show that the move towards Trustworthy Computing is a necessary, however lofty if not unreachable goal that may ultimately be nothing more than a scheme to improve public relations for proprietary computing companies.  

The Need for Trustworthy Computing


Current statistics show the obvious need for a true Trustworthy Computing architecture.  In their most recent report, the United States Computer Emergency Readiness Team (CERT) cites that in June 2004 alone there were 56,034,751 reported incidents of intruders in various information systems [5].  These incidents include the use of malicious code (i.e. viruses and worms) Denial of Service (DoS) attack, user/root compromise, etc.  

The success of these attacks stemmed from the fact that these systems contained vulnerabilities – fundamental flaws in the system’s design, implementation, or configuration that attackers can recognize and exploit [6].  The job of information security professionals includes mitigating the risks of these vulnerabilities by reducing or eliminating the probability of attack while limiting the impact of a successful attack by implementing various security measures.  Each security measure implemented within a system detracts from the functionality of that system [6].  Security managers have to balance security and functionality knowing that the only completely secure machine is one that has been completely removed from production.  Trustworthy Computing promises to become information’s savior by eliminating the rift between functionality and security and allow a system to maximize both simultaneously.  


The need for higher security in current systems is substantial; however, in order for computing to reach its full potential a new level of dependability, beyond merely compensating for known flaws, must be reached and successfully conveyed to the public.  Trustworthy Computing is often associated with the potential of reaching a pervasive (a.k.a. ubiquitous) computing environment.  Conceptually, pervasive computing refers to the eventuality that computers will enter into nearly every aspect of daily life with nearly everything around us (cars, tools, appliances, & other computing devices) equipped with some kind of embedded processing chip and networking capacity where it can send/receive data and react instantly to the environment [7].  

Pervasive computing depends on the success of Trustworthy Computing.  Computing devices have a legacy of failures from hardware, software, and malicious attacks that must be overcome in order for people to gain the proper faith in the reliability of computing systems to the point where they will allow them into every facet of their daily lives; a fundamental need for pervasive computing to come to term.  Pervasive computing is considered to be full realization of computer technology’s potential, but before it can exist the consumer must comfortable allowing computers to penetrate every aspect of daily existence.   

Since Trustworthy Computing has both technical and social criteria, it makes for a broad concept that not only requires advances in engineering, but also acceptance in society.  A system deemed technically trustworthy means that it perpetually functions in the expected, designed manner while maintaining the integrity, confidentiality, and availability of the data within [8].  The achievement of social trust relies upon the actualization of a consensus confidence from the users in system that it will perform as desired without losing or divulging any personal or otherwise sensitive data to unauthorized parties [9].

Microsoft recognized the need for Trustworthy Computing, knowing that it would take years for both technology and society to reach the point where it would become reality.  Microsoft has considerable distance to cover in order for their products to be deemed trustworthy.  A recent study done by MI2G states that, “recent global malware epidemics have primarily targeted the Windows computing environment and have not caused any significant economic damage to environments running Open Source including Linux, BSD and Mac OS X. When taking the economic damage from malware into account over the last twelve months, including the impact of MyDoom, NetSky, SoBig, Klez and Sasser, Windows has become the most breached computing environment in the world accounting for most of the productivity losses associated with malware - virus, worm and trojan - proliferation” [10].  

Microsoft’s control, however, encompasses only its own products, and since Trustworthy Computing requires all components of a system to achieve and maintain trustworthy status, Microsoft started the Trusted Computing Group with other industry leaders to use their combined market power to push their vision of Trustworthy Computing.  

Information Security Responsibilities

Trustworthy computing is contingent on network/information security.  For the purposes of this paper, information security is broken into three different areas of responsibility whose context will be used later to evaluate the Trustworthy Computing architecture.  The three areas of information security responsibility are:  
· Technical

· Managerial

· Social

Technical responsibility refers to the hardware and software engineering involved with network security.  This evolves from the inherent vulnerabilities due to poorly written code, poorly designed hardware, and under-tested hardware and software.  Derived from the vulnerabilities, technical responsibility is comprised of the security solutions provided by vendors.  This includes system patches, services packs, and hot fixes; as well as antivirus/malware software, firewalls, intrusion detection/prevention systems, authentication software, encryption, etc.  Technical responsibility revolves around vendors producing solutions to security flaws as well as other security enhancing products.
Managerial responsibility deals with the deployment of information systems and the security actually implemented by the system’s proprietor.  The term system proprietor refers to anyone who configures or maintains computer systems or networks.  This ranges from professional system administrators to simple home users.  Managerial responsibility includes system design, configuration, and day-to-day management of the system, specifically focusing on how the technical measures provided by vendors are used (or not used) by the system proprietors. 

The third aspect is also the most overlooked area of information security.  Social responsibility refers to the ethical use of information by authorized end users.  End users have the highest potential as a source for a successful attack on a system due to the fact that they work within the boundaries of the security measures with full access to confidential information.  Breaches in social security can be intentional, for example: a disgruntled employee deletes mission critical entries from a database.  They can also be unintentional like the accidental downloading of a virus or the divulging of a secret password in a social engineering attack.  

The technical, managerial and social responsibilities in information security are the three areas that are used later in this paper to evaluate the Trustworthy Computing standard as developed by Microsoft and the TCG to show where the strengths exist in their initiatives and where they ultimately fail.

The Move Towards Trusted Computing 

In their white paper on Trustworthy Computing, Microsoft compares their initiative to other major technology shifts in history like the industrial revolution and the advent of electricity.  The comparison is furthered when Microsoft discusses the future of computing as a dependable utility like electricity or telephony.  These old technologies are described as being current trustworthy computing and the white paper states, “the Trustworthy Computing Initiative is a label for a whole range of advances that have to be made for people to be as comfortable using devices powered by computers and software as they are today using a device that is powered by electricity” [11].  This exemplifies the ultimate goal of Trustworthy Computing:  to reach a state where computing technology is as reliable and dependable as today’s most common utilities.

Microsoft outlines four fundamental goals for Trustworthy Computing to ensure the reliability, confidentiality, and integrity of the system and its data.  These goals are:  Security, Privacy, Reliability, and Business Integrity.  Security means that the system is protected from outside attacks like malware and DoS.  Privacy is defined as the user’s ability to control who can access their information as well as ensuring that those who can do not misuse that information.  Reliability means that a computer will run as desired and is only unavailable when it is expected to be.  Business Integrity is the vendor’s duty to respond and behave in a responsible manner.  

The goals specified by Microsoft encompass a very broad area that goes beyond Microsoft’s direct control.  Many reasons system’s fail to meet these goals today is because of their complexity.  Many systems are discontinuous with varying operating systems, applications, and other devices that all interact.  A flaw in a single entity within this system may result in a compromise of all the data in the system.  For a truly trustworthy system to exists, all parts of that system must adhere to the same fundamental framework.

TCG is a consortium of system manufacturers, device manufacturers, software vendors and others that act as a standards body for the development of open standards that will allow computing manufactures to develop secure components that will be able to interoperate in a potentially trustworthy environment [12].

The Trusted Computing Group Standard
Microsoft helped found the TCG (formerly known as the Trusted Computing Platform Alliance) to ensure the creation of open standards that can be developed upon so that all computing devices that follow TCG’s specification can be identified as trustworthy.  Revolving around the Trusted Platform Module (TPM) the TCG’s latest release of their main specification was publicized in February 2002 [13].  

The TPM is a hardware-specific device that intended to protect the data on the computing device and authorized what applications can access what data.  The specification also defines the software stack allowing software developers to utilize the TPM in operating systems as well as other applications [14].  TPM also provides a means to determine the trustworthiness of foreign devices that also integrate TPM.  Many vendors have already begun to design and develop on top of the TPM specification.  Intel includes TPM in their LaGrande Technology (LT).  Additionally Microsoft plans to utilize the security feature provided by TPM in their Next Generation Secure Computing Base (NGSCB).  This paper concentrates on LT and NGSCB to provide a software and hardware perspective on the TCG specification as well as a high-level overview of the proposed architecture.
Intel’s LaGrande Technology

As shown in Figure 1, LT incorporates TPM in order to protect critical data and processes from the operating system and other applications.  The “Standard Partition” in the environment represents the current standard in computing.  Intel separates the kernel, certain processes, inputs and graphics and uses TPM to authenticate and authorize applications to access requested resources [15].

[image: image1.png]Protected LT Environment

Standard Partition Protected Partition
“Public Area” “The Vault”

Applications & Drivers Protected ||
Applets

Protected

OS Kernel

Operating System
Protected
LT- Enabled S
Intel® Processor (B
& Chipset Memory Mgmt

Protected
Integrated Gfx

channels

Protected
Input

Protected

screte Gfx

Trusted




Figure 1 - Intel's LaGrande Architecture [15]

LT provides security within the processor and chipset as a hardware solution based on the TPM specification defined by TCG.  In order for LT utilization in a computing platform, the TPM software stack must be included for interaction between the hardware and the operating system and other applications.

Microsoft’s Next Generation Secure Computing Base

Microsoft’s NGTCB (formerly codenamed Palladium) utilizes the security functionality provided by TCG and builds further security components into the Windows operating system [16].  A major new component NGTCB plans to add to Windows is being called “the nexus.”  The nexus is comparable to a secure kernel running along side the normal Windows kernel that creates a parallel execution environment along side the typical operating system.  The nexus effectively makes the decision at the operating system level as to what applications can access what data as defined by the end user.  NGTCB utilizes the nexus to carry out its functions including the major features Microsoft plans to include in NGTCB:  strong process isolation, sealed storage, secure path to and from user, and attestation [17].  

Strong process isolation provides users with a means to confine memory so that the data cannot be altered except by the nexus-enabled application that last saved the information or other authorized applications as defined by the user.  Sealed storage refers to the cryptographic method used by nexus-aware applications to ensure that the stored data is read by authorized applications.  Secure path to and from the user presents a secure channel that carries data from the mouse and keyboard to the computer, transfers data between nexus-applications, and from the computer to the video display.  Attestation invokes the user’s ability to dynamically allow applications and process to access protected data. 

Figure 2 shows the architecture of NGSCB [18].  Many similarities exist between Intel’s LT and Microsoft’s NGSCB.  The architecture depends on the segregation between today’s typical computing architecture and the secure component, in this case the Nexus Module.  This diagram displays more details on the software side of a TCG specification implementation.  The “hardware” segment of the diagram corresponds perfectly with LT.  The Security Support Component (SSC) at the bottom of the diagram is Microsoft’s name for TCG’s TPM.  As stated by Microsoft, “The upcoming version of the TPM (version 1.2) is expected to serve as the SSC in the NGSCB architecture” [17].
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Figure 2 - NGSCP Features [18]
Open Source Trust

Very few open source companies have publicly announced a Trustworthy Computing initiative.  Sun Microsystems' involvement in the TCG is the sole major open source-based company to be involved with trustworthy computing, and even Sun is not truly open source.  

Open Source software developers do not have the urgent need to develop a TCG-compliant Linux or UNIX platform just yet.  As of right now, open source solutions are the more trusted products when compared to their proprietary counterparts.  However, since the TCG standard is open, when hardware components become publicly available, development of an open source trustworthy product will proceed rapidly.  The software stack for the OS to interoperate with the TPM and the secure chipset has been made publicly available on the TCG website, thus allowing open source developers to integrate the TCG standard into their operating systems whenever they see it fit to do so.
Failures in Trustworthy Computing
While the initiatives undertaken by the TCG, Microsoft, and other hardware and software vendors do drastically increase the security when compared to the computer systems available now, they fail to account for many of the underlying issues that plague information security by making flawed assumptions.  Furthermore, current Trustworthy Computing initiatives fail to address two of the three areas of network security responsibility.  Finally, the architecture of TCG-compliant systems introduces the potential for new and devastating attack on these trustworthy computing platforms.  
Flawed Assumptions

Foremost, there is a fundamental error involving Microsoft’s vision as to what Trustworthy Computing means.  Their definition comprises a state of computing where systems have the reliability and availability of modern utilities like electricity and telephony.  The problem with this definition is two-fold.  First of all, computer systems depend on and are built on top of these existing utilities.  Failures in these utilities should be included when evaluating the failure-rate of an overall system.  That being the case, computer systems fundamentally can never reach the availability of reliability of electricity or telephony.  Secondly, current utilities do not carry any major threat beyond basic inconvenience when they fail.  These trusted systems do not serve as a repository for personal data.  In other words, if a utility like power fails among the most severe consequence for a home would be the temporary loss of water pressure.  Whereas if a hacker were to access personal files on a computer the result would by long and drawn out and could potentially range from basic fraud to identity theft.  Because of the nature of the information they carry, creating a computer system that is only as trustworthy as modern utilities would be viewed as unacceptable by consumers.

In the white paper, Microsoft mentions the Air Traffic Control (ATC) network as one of the few current Trustworthy Computing systems in the world [11].  The level of reliability and availability in the ATC system contradicts the benchmarks Microsoft has set for Trustworthy Computing.  ATC has heavy redundancy in its communication links, power generators for electricity backup, and on-site repair personnel.  Furthermore ATC is a private network that has no direct interaction with the public Internet, thus completely removing the attack vector on which most hackers rely.  ATC maintains a level of reliability and availability that is far too costly to ever be seen in a home network.

Another assumption that the TCG has made revolves around what is known as composition theory.  TCG assumes that two components that are separately secure or separately trustworthy will remain secure when combined.  With regards to information security, this theory rarely holds true.  The testing required to conform all possible interacting applications to ensure security would be exceedingly tedious and financially impossible for vendors.  The complexity of a single component within a system is so great that it is impossible to remove all vulnerabilities.  As the U.S. Department of Defense states, “Some inherent vulnerabilities can never be eliminated fully, nor would the cost and benefit warrant this risk avoidance approach” [19].  Yet the TCG assumes that any component that complies with its standard can be implemented into a system without any concern of new security flaws being introduced.
Information Security Irresponsibility
Trustworthy Computing fails to supply a solid solution for two out of the three previously identified areas of information security responsibility.  From a technical perspective, the standard is extremely promising.  Adding secure hardware components and a secure kernel to the operating system completely revolutionizes computing systems when compared to the previous architecture by moving security from a secondary software component to the core of both the hardware and operating system.  As long as the secure kernel remains in tact, the users can freely use the normal operating systems however they deem fit.  Theoretically, a virus or worm can infiltrate the operating system but not threaten any of the data protected by the secure kernel.  The segregation of the operating system/applications from the user-entered data provides a barrier between the flawed and vulnerable system components from the valuable information.  The technical security benefits from the Trustworthy Computing standard are significant, however by failing to address management and social responsibilities Trustworthy Computing will end up being no more significant than current security solutions.

Management security responsibility serves as the most controversial security responsibility with respect to trustworthy computing.  Often times, successful attacks result from misconfigurations in the system.  The bottom line is that Microsoft or the TCG can build in perfectly secure features into a trustworthy system, however in those features are not deployed or managed correctly, then they are useless.  Moreover, systems that are secure “out of the box” rarely stay that way.  New flaws and vulnerabilities are discovered in various products on an almost daily basis.  To compensate for the discovery of these flaws, vendors rapidly develop and release, patches, hot fixes and service packs that eliminate these flaws.  The application of these corrections falls to those responsible for the management of the system:  system administrators or IT professionals and home users.  Any display of negligence or ignorance towards the applications of patches would significantly increase the risk of an attack on that system.  The majority of attempted attacks are based on well-documented flaws within a given system [20,21].  Most of the major viruses and worms recently released could have been avoided if the majority of system proprietors would have properly updated their systems [20,21].  

A proposed solution to rectify configuration issues in the Trustworthy Computing model removes the configuration tasks from the user and places it within the control of the vendors.  This ensures that the system is properly maintained indefinitely.  This solution, while ideal to the vendors whose reputation depends on the reliability of the software they produce, puts the consumer in the awkward position of not having full power over the product they purchased.  It is unlikely that a consumer would be willing to give up that control.  Even if users willfully allow vendors to control the configuration of their machines, issues arise over which vendor ultimately will have control in heterogeneous systems that run applications from multiple vendors.  Finally, it raises the concern of privacy by allowing vendors to view and adjust all applications on a consumer’s machine.  

 While Trustworthy Computing has solutions for both technical and managerial information security, it utterly fails to address the social responsibility.  When the TPM module becomes fully integrated into the hardware and software of a PC, that PC will have a resistance to technical attacks that has never been seen in computers, however its susceptibility to social engineering attacks will remain unchanged.  For example, the TCG cannot compensate for a user who writes down a password and then stores the note under his/her keyboard for anyone to find and use.  Additionally, the Trustworthy Computing has no solution for legitimate system users who divulge private or sensitive data.  
New Potential Exploits

In addition to Trustworthy Computing’s failure to satisfactorily address the managerial and social responsibilities in information security, its architecture introduces new features that could potentially be exploited by hackers.  
The first element in Trustworthy Computing that is cause for concern is the so-called secure kernel.  While conceptually it can create a security-superior environment when compared to current systems.  However, if a malicious coder were to write a virus or worm that can penetrate the secure kernel, the results would be devastating.  Malware that can gain control of the secure kernel could use the security mechanisms therein to reek havoc on the system.  The secure kernel could be used to prevent anti-virus software from removing the malware from the system.  An exploit of this nature is more serious a threat than any current computing risk.  Currently an extreme measure to removing a virus would be to reformat the drive and reinstall the operating system.  With the protection offered by the secure kernel, this “last resort” solution may fail as well, leaving a system under malware control without a viable solution.  

The second functionality offered by Trustworthy Computing that offers a new attack vector is the internal mechanism in a system that allows other parties to determine the integrity of that system.  This mechanism’s incorporation in the Trustworthy Computing model provides a means for communicating devices to determine of the other has been corrupted and communication needs to be terminated.  This risk here is that a hacker could use this mechanism to yield vital system information including: the system’s operating system, installed/running applications, configuration, services, daemons, etc.  The hacker can then use specific attacks based on the information provided by this mechanism without having to go through typical scanning technique that can be otherwise caught by intrusion detection/prevention systems.

Conclusion
Trust is an elusive concept that is difficult to achieve and even harder to maintain.  Simply put:  trust is fragile.  Since Trustworthy Computing relies so heavily on maintaining a perpetual social confidence in the reliability and availability of computing systems, its goals may prove too arrogant to achieve.  Considering the oversights in Microsoft’s and the TCG’s definitions, assumptions, and responsibilities; it is likely that many of the initial Trustworthy systems deployed will be exploited in some manner.  Given the volatility of public trust and the ability for the public media to rapidly expose such a failure, it is unlikely that Trustworthy Computing will be able to maintain public trust for very long.  It just takes one well-documented attack for Trustworthy Computing to become untrustworthy.  TCG’s initiatives will ultimately be simply the next generation of information security that will, in turn, bring on the next generation of hacking attacks.  
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